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Abstract. In our previous work, we proposed a joint optical flow and principal component
analysis (PCA) approach to improve the performance of optical flow based detection, where
PCA is applied on the calculated two-dimensional optical flow image, and motion detection
is accomplished by a metric derived from the two eigenvalues. To reduce the computational
time when processing airborne videos, parallel computing using graphic processing unit
(GPU) is implemented on NVIDIA GeForce GTX480. Experimental results demonstrate that
our approach can efficiently improve detection performance even with dynamic background,
and processing time can be greatly reduced with parallel computing on GPU. © 2012 Society
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1 Introduction
As an important step in studies related to security and defense applications, motion detection has
been widely investigated.1,2 Based on background changing or not, motion detection algorithms
are developed into two categories: those with static background and those with dynamic background. For instance, for a video with static background, background subtraction approach is
widely used and generally works well in most video surveillance systems;3–5 however, this
approach may not perform well for an airborne based video because the background is
dynamically changing. Fast motion detection from airborne videos with dynamic background
is critical to achieve real-time or near real-time surveillance. Although some approaches on fast
motion detection are discussed in the literature (Refs. 6–9), they mainly focus on videos taken by
ground-based cameras where the background is basically static and moving objects are relatively
large. In this paper, we aim at fast motion detection of small objects from airborne videos with
dynamic background, which is challenging particularly when video quality is poor due to sensor
platform scintillation and atmospheric turbulence.
Optical flow is a popular technique to compute motion information and widely used in many
motion detection and analysis schemes.10,11 There are two classical methods:11–14 the LucasKanade (LK) method and the Horn-Schunck (HS) method. Both of them are based on a
two-frame differential algorithm. Because the HS method can detect minor motions of objects
and provide a 100% optical flow field,15 we will focus on the HS method for optical flow
computations in this research. Principal component analysis (PCA) is a typical approach in
multivariate analysis,16 which can decorrelate original data and order the transformed data
based on variances. For optical flows in a local small window, moving objects have more consistent flows. Therefore, applying PCA to the optical flow field may magnify the difference
between real motion and small random movements caused by turbulence, etc. We have proposed
a joint optical flow and PCA approach for motion detection. Experimental results show that this
approach actually is an effective way of analyzing outdoor videos. Combined with corner based
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detection,17 it can reduce false alarms for videos with either static or dynamic background. It also
performs well to detect the shape of a moving object.
In this paper, we propose to expedite the motion detection process of our developed method.
To save computational complexity, several strategies are proposed for the calculation of optical
flow and PCA. To support near real-time decision making, it will be ideal to achieve on-board
processing for airborne videos. A graphic processing unit (GPU) is a good choice for parallel
implementation. The comparison between serial and parallel versions illustrates the great
speed-up performance of the GPU-based implementation.
This paper is organized as follows. Section 2 reviews the joint method based on optical flow
and PCA. Section 3 presents low-complexity versions of optical flow and PCA calculation.
Section 4 introduces parallel implementation details. Section 5 presents the experiment using
an airborne video. Finally, Sec. 6 draws the conclusion.

2 Motion Detection Using PCA and Optical Flow
2.1 Horn-Schunck Optical Flow
The Horn-Schunck (HS) method is based on partial derivatives of the image to estimate optical
flow. Because the HS algorithm assumes smoothness of the flow over the image, it applies a
global constraint on smoothness to express the brightness variation in certain areas of frames. Let
f ðx; y; tÞ denote an image frame f ðx; yÞ taken at time t. Assume that the gray values of image
objects in subsequent frames do not change over time in a small neighborhood, i.e.,
f ðx þ δx; y þ δy; t þ δtÞ ¼ f ðx; y; tÞ:

(1)

f ðx þ δx; y þ δy; t þ 1Þ ¼ f ðx; y; tÞ:

(2)

If δt ¼ 1, then

Using local Taylor series approximation,
f ðx þ δx; y þ δy; t þ 1Þ ¼ f ðx; y; tÞ þ

∂f
∂f
∂f
δx þ δy þ δt:
∂x
∂y
∂t

(3)

Comparing Eq. (3) with Eq. (2), we have
∂f
∂f
∂f
δx þ δy þ δt ¼ 0
∂x
∂y
∂t

(4)

∂f δx ∂f δy ∂f δt
þ
þ
¼ 0:
∂x δt ∂y δt ∂t δt

(5)

and

Equation (5) can be rewritten as
f x u þ f y v þ f t ¼ 0;

(6)

δy
where u ¼ δx
δt and v ¼ δt are the x and y components of the velocity or optical flow, respectively,
∂f
∂f
and f x ¼ δx, f y ¼ δy and f t ¼ ∂fδt , are the derivatives of the t-th image at (x, y) in the corresponding
directions, which can be computed as

1
f x ¼ ff ðx; y þ 1; tÞ − f ðx; y; tÞ þ f ðx þ 1; y þ 1; tÞ − f ðx þ 1; y; tÞ
4
þ f ðx; y þ 1; t þ 1Þ − f ðx; y; t þ 1Þ þ f ðx þ 1; y þ 1; t þ 1Þ − f ðx þ 1; y; t þ 1Þg; (7)
1
f y ¼ ff ðx þ 1; y; tÞ − f ðx; y; tÞ þ f ðx þ 1; y þ 1; tÞ − f ðx; y þ 1; tÞ
4
þ f ðx þ 1; y; t þ 1Þ − f ðx; y; t þ 1Þ þ f ðx þ 1; y þ 1; t þ 1Þ − f ðx; y þ 1; t þ 1Þg; (8)
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1
f t ¼ ff ðx; y; t þ 1Þ − f ðx; y; tÞ þ f ðx þ 1; y; t þ 1Þ − f ðx þ 1; y; tÞ
4
þ f ðx; y þ 1; t þ 1Þ − f ðx; y þ 1; tÞ þ f ðx þ 1; y þ 1; t þ 1Þ − f ðx þ 1; y þ 1; tÞg: (9)
Obviously, Eq. (6) alone is not sufficient to determine the two unknowns u and v. The HS
method imposes a smoothness constraint to minimize the distortion in flow. The flow can be
formulated as a global energy function:
ZZ
E¼

ZZ
Lðu; vÞdxdy ¼

ðf x u þ f y v þ f t Þ2 þ α2 ðj∇uj2 þ j∇vj2 Þdxdy;

(10)

∂u 2
∂v 2
∂v 2
2
2
2
2
2
2
where j∇uj2 ¼ ð∂u
∂x Þ þ ð ∂y Þ ¼ ux þ uy and j∇vj ¼ ð∂xÞ þ ð∂yÞ ¼ vx þ vy are the magnitudes
2
of the gradients ∇u and ∇v, respectively. Here, α is regularization constant; a large value of α
results in a smoother flow. Equation (10) can be minimized by solving the corresponding
Euler-Lagrange differential equations:

∂L ∂ ∂L
∂ ∂L
−
−
¼0
∂u ∂x ∂ux ∂y ∂uy

∂L ∂ ∂L ∂ ∂L
−
−
¼ 0;
∂v ∂x ∂vx ∂y ∂vy

(11)

f y ðf x u þ f y v þ f t Þ − α2 Δv ¼ 0:

(12)

which results in:
f x ðf x u þ f y v þ f t Þ − α2 Δu ¼ 0

In Eq. (12), Δ ¼ ∂x∂ 2 þ ∂y∂ 2 represents the Laplacian operator. To separate uðx; yÞfrom Δuðx; yÞ, we
use the fact that
2

2

Δuðx; yÞ ¼ ūðx; yÞ − uðx; yÞ;

(13)

where ūðx; yÞ is a weighted average in a neighborhood around the pixel (x, y). Then Eq. (12) can
be simplified as:
ðf 2x þ α2 Þu þ f x f y v ¼ α2 ū − f x f t

f x f y u þ ðf 2y þ α2 Þv ¼ α2 v̄ − f y f t ;

(14)

from which u and v can be solved as:
u ¼ ū − f x

f x ū þ f y v̄ þ f t
α2 þ f 2x þ f 2y

v ¼ v̄ − f y

f x ū þ f y v̄ þ f t
:
α2 þ f 2x þ f 2y

(15)

Since ū and v̄ depends on the neighboring values of the flow field, the solution should be
reevaluated once the neighbors have been updated. Hence, the iterative solution is:

ukþ1 ¼ ūk − f x

f x ūk þ f y v̄k þ f t
;
α2 þ f 2x þ f 2y

(16)

vkþ1 ¼ v̄k − f y

f x ūk þ f y v̄k þ f t
;
α2 þ f 2x þ f 2y

(17)

where the superscripts k and k þ 1 denote the k’th and (k þ 1)-th iteration, respectively. For the
area with small gradient, α2 plays an important role. A larger value of α2 results in a smoother
flow. In our experiments using 8-bit videos, it is empirically set to be 30,000. The result of the
HS method yields a high density of flow vectors, i.e., the flow information missing in the inner
part of homogeneous objects is filled in from the motion boundaries. This is a clear advantage
over local methods.
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2.2 PCA and Optical Flow
Based on calculated optical flow vector (u, v), two optical flow images can be created with pixel
values set as u and v, respectively. A mask of size n × n slides through the optical flow images
U and V. For each location (x, y), a n2 × 2 data matrix X can be constructed to represent all
the optical flows covered by the mask, with the first column as u and the second column as v.
The covariance matrix can be calculated as:
Σ ¼ X̄ T X̄;

(18)

where X̄ is the optical flow matrix after mean removal. After eigen-decomposition, two eigenvalues (λ1 , λ2 ) are assigned to the central pixel of the mask. Motion detection is accomplished by
analyzing the eigenvalue(s). Compared to original u and v values in the optical flow image, the
two eigenvalues λ1 and λ2 correspond to major and minor optical flow components respectively,
which are more effective for motion detection. Figure 1 illustrates the proposed method with a
3 × 3 mask.
Intuitively, taking λ1 into consideration is sufficient because it corresponds to the major flow
component, while λ2 corresponds to the minor flow component or even turbulence. An appropriate threshold can be determined by using the Otsu’s method on the λ1 histogram.18 In practical
application, λ2 sometimes should be considered as well since pixels inside object boundaries
usually have quite large λ2 but small λ1 . Therefore, taking which part into consideration is
not trivial. Depending on specific video sequence, λ1 or λ2 or even both need to be used for
thresholding. The detailed investigation will be given in the later sections.
The proposed motion detection algorithm can be summarized as follows:19
1. Calculate optical flow between two adjacent frames (after registration as needed).
2. For each pixel in the two-dimensional (2-D) optical flow data, perform PCA for a local
mask, and two eigenvalues are assigned to the central pixel.
3. Apply thresholding to the eigenvalues of all the pixels.
Some variants exist when implementing the proposed method differently.19
1. In step 1, optical flow data from multiple frames can be combined to emphasize the
desired optical flows of moving objects and to emphasize the randomness of turbulence.
2. In step 2, masks with different sizes can be used depending on the size of targets.
Intuitively, for a large moving object, mask size should be large.
3. In step 3, thresholding can be applied on λ1 or λ2 combination of the two, depending on
the relative size of objects and the features of turbulence.

Fig. 1 Proposed method with a 3 × 3 mask.
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2.3 Quantitative Evaluation
A receiver operating characteristic (ROC) curve can be drawn to depict the tradeoff between hit
rates and false alarm rates as the threshold being changed.20 The hit rate and false alarm rate are
defined as:
hit rate ¼

hit area
;
hit area þ missing part

false alarm rate ¼

(19)

false alarm area
:
false alarm area þ hit area

(20)

After an ROC curve is drawn, the area under the curve can be estimated. A large area means
better detection performance.

3 Low-Complexity Algorithms
3.1 Spatial Filtering
When dealing with matrix differential operation and convolution, separate linear filtering can
always make full use of its competitive advantage. It decomposes a 2-D spatial filtering process
into two substages, row and column filtering. The column filtering is usually applied on the
result of row filtering.21 Take the 3 × 3 local averaging for instance, the traversal convolution
can be separated into a 3 × 1 column filter and 1 × 3 raw filter:
" #
1
1 × ½1
1

"
1

1 ¼

1
1
1

#
1
1 :
1

1
1
1

(21)

For Eqs. (7)–(9), the derivative f x , f y , and f t in optical flow can be calculated using four
separate linear filters:




−1
−1
× ½1 1 ¼
1
1

 
1
× ½ −1
1


−1
;
1



(22)


1
:
1

−1
1 ¼
−1

(23)

If the Sobel operators are used to calculate the derivatives, then the four linear filters are
"

#
−1
0 × ½1
1

"
1 ¼

2

" #
1
2 × ½ −1
1

−1
0
1
"

0

1 ¼

−2
0
2

−1 0
−2 0
−1 0

#
−1
0 ;
1

(24)

#
1
2 :
1

(25)

For local average ū and v̄, the two filters are:
"

#
1∕4
0 þ ½ 1∕4
1∕4
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Table 1 Number of multiplications using 2-D and 1-D filtering.
Regular 2-D filtering

Separate 2 1-D filtering

Local average calculation

n2 m

2 nm

Derivative calculation

n2 m

2 nm

and the net effect is to apply the Laplacian operator
#
"
0 1 0
1 −4 1 :
0 1 0
Here, “+” in Eq. (26) denotes that the two one-dimensional (1-D) filters are applied on the
original image.
Table 1 shows the advantage of separate linear filters especially when the window size n is
large. An n × n window for an m-pixel image is separated into a 1 × n row filter and an n × 1
column filter. If the window size is 5 × 5 and the image size is 720 × 312, the number of operations by the separate linear filtering are 2.2 × 106 . In the regular spatial convolution, the number
of computation is 5.6 × 106 . Compared to 2-D filtering, 1-D filters are more suitable to parallel
computing.
Table 2 summarizes the number of multiplications in terms of window size n × n and the number
of pixels m.

Covariance matrix calculation
Eigenvalue determination

Original

Fast

3 n2 m

3 m þ 2 nm

Oð23 Þm

4m

Fig. 2 Optical flow and PCA parallel algorithm.
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Fig. 3 Layout of the thread block grid for the row filtering pass.21

3.2 Fast PCA
PCA includes data covariance matrix calculation and its eigen-decomposition. For optical flow
h 2
i
u uv
data, the covariance matrix Σ ¼
. Since the PCA in the joint method is applied to the
2
uv v
2
2
area covered by a local window, u , uv, v at each location (x, y) are repeatedly computed if using
the 2-D filtering. However, we can generate three matrices for the whole image: U2 , UV, and
V2 , then retrieve the corresponding valued of u2 , uv, v2 without repeated calculation. We also
employ the separate linear filters for local averaging when computing Σ.
Eigen-decomposition using singular value decomposition (SVD) is also computationally
hx x i
expensive. However, for a 2 × 2 covariance matrix x1 x2 , the two eigenvalues can be easily
2 4
solved as:
λ1 ¼

λ2 ¼

x1 þ x4 þ

pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
ðx1 − x4 Þ2 þ 4x22
;
2

x1 þ x4 −

pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
ðx1 − x4 Þ2 þ 4x22
:
2

(27)

(28)

Table 2 summarizes the number of multiplications in terms of window size n × n and the
number of pixels m.

Fig. 4 Layout of the thread block grid for the column filtering pass.21
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4 Implementation
A GPU is a processor attached to a graphic card for floating point operations. A graphics
accelerator incorporates custom microchips which contain special mathematical operations
commonly used in graphics rendering. The efficiency of the microchips, therefore, determines
the effectiveness of the graphics accelerator. A GPU implements a number of graphics primitive
operations much faster than the host CPU. Many of them feature a linear time complexity in the
number of pixels; thus, they are particularly well-suited for real-time image processing. Today,
parallel GPUs have begun making computational inroads against the CPU as a subfield of
research called general purpose computing on GPU. NVIDIA’s complete unified device architecture (CUDA) platform is the most widely adopted programming model for GPU computing,
with OpenCL also being offered as an open standard.22
GPU is usually treated as a parallel computer with shared memory architecture. As all
processors of the GPU can share data within a global memory space, it perfectly fits the
data parallelism. However, because of its applied shared memory model, the major bottleneck
is memory communication between the host and device; unnecessary data transfer between host

pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
Fig. 5 (a) Input frame; (b) optical flow ( u 2 þ v 2 ); (c) optical flow (u ∩ v ); (d) Kalman; (e) GMM;
(f) DSTEI; (g) MHI; (h) Yao’s method; (i) Cao’s method; and (j) joint method.
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and device should be avoided as much as possible.23 In other words, most of the data computation should take place in GPU without interruption. Since data sharing between GPU cores
is a time consuming job, the data throughput requirement makes current GPUs inappropriate
for solving a bunch of small matrix operation problems. Two principal rules of GPU programming should be followed: 1. to parallelize a large number of scalar/vector addition/
multiplications if possible, and 2. to reduce communications between host and devices as
much as possible.
The CUDA CUBLAS library provides high performance computing implementation for the
Basic Linear Algebra Subprograms (BLAS) level 1 to level 3 operations. Thus, our parallel
algorithms are designed to utilize the existing parallel linear algebra library. The flow chart
of the GPU implementation on Optical Flow and PCA algorithm is shown in Fig. 2. It is similar
to the serial version although it has to send data back and forth between host and device. To fully
take advantage of GPU computing power and reduce unnecessary host/device communication
overhead, the large size of matrix/vector multiplications, such as PCA, eigen-decomposition,
and sliding widow addition or subtraction in optical flow are conducted in GPU, while the
manipulations of relatively small constant computation is left in CPU. Figures 3 and 4 give
the detail layout of the thread block grid for the row and column filtering pass based on separate
linear filtering.

5 Experiments
5.1 The Performance of PCA and Optical Flow
The experiment was based on an airborne video with a moving background. It was taken by a
camcorder mounted on a helicopter. In addition to atmospheric turbulence, the small size of

Fig. 6 Combined results on the airborne video. (a) Corner detection. (b) The four vehicles in (a).
(c) Extracted region using the MHI method. (d) Extracted region using the joint method.
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objects and scintillation from the airborne platform further increase the difficulties of detection.
Figure 5(a) shows an input frame, where three moving vehicles on the highway are highlighted
with yellow circles. The adjacent frames were preregistered using the method in Ref. 17 We
compared our proposed method with the original optical flow method, the motion detection
methods based on Kalman filtering,24 background modeling using GMM,25 difference-based
spatial temporal entropy image (DSTEI),26 forward-backward motion history image (MHI),27
Yao’s method in Ref. 28, and Cao’s method in Ref. 29.
Figure 5(b) and 5(c) shows the detection results based on optical flow values, where three
vehicles on the highway were completely detected and the shape of the vehicles were outlined
compactly. Figure 5(d)–5(i) is the results from other methods. From comparison, the detected
vehicles’ sizes were too small when using the Kalman filtering, GMM, and Yao’s method, while
too big when using DSTEI, MHI, and Cao’s method. False alarm pixels also increased in these
results. Figure 5(h) is the result of the joint method, which could further reduce false alarm,
and the vehicle sizes seemed to be more reasonable. Although the proposed method provided
the best result, there were still several false alarm pixels, mainly located around the edges
of buildings.
Corner-based detection17 can be used to remove false alarms found in the above detection
results. Harris corners30 were detected from two different images, from which many false alarm
pixels around buildings could be removed. False alarms were further reduced through local
tracking of detected corners in several consecutive frames. In conjunction with the proposed
method, the complete regions of moving objects can be segmented for the corner based detection
while the false alarm can be reduced.17,19 As shown in Fig. 6(a), the corner-based method can
accurately detect the three vehicles without false alarms; however, it detects only a corner
corresponding to an object as detailed in Fig. 6(b). Figure 6(c) shows the extracted vehicles

Fig. 7 Combined results on another airborne video. (a) Corner detection. (b) The four vehicles in
(a). (c) Extracted region using the MHI method. (d) Extracted region using the joint method.
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Table 3 The area of ROC in the airborne video.
λ1

λ1 ∪λ2

λ1 ∩λ2

λ2

λ1 þ λ2

3×3

0.6327

0.6833

0.6495

0.6335

0.6022

5×5

0.6957

0.7125

0.6773

0.6640

0.6237

7×7

0.6716

0.6742

0.6390

0.6310

0.6213

9×9

0.6517

0.6604

0.6088

0.6242

0.6033

Area of ROC

1
0.9
0.8
0.7

hit rate

0.6
0.5
optical flow
kalman
DSTEI
GMM
MHI
Cao's Method
Yao's Method
propsed method

0.4
0.3
0.2
0.1
0

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

false alarm

Fig. 8 ROC curves by different methods.

Table 4 The processing time (in ms) for PCA calculation with different window size.
CPU

CPU þ GPU

3×3

135.3

20.5

5×5

143.9

20.5

7×7

153.3

19.6

9×9

159.6

18.5

11 × 11

166.4

18.5

13 × 13

175.7

18.0

15 × 15

186.5

17.5

17 × 17

185.9

18.4

using the MHI method, where the object sizes were slightly magnified. Figure 6(d) is the
extracted vehicles using the proposed method, where the object sizes were reasonably reduced
and pruned. The result using another airborne video is shown in Fig. 7, which further demonstrates that the proposed method can better extract object shapes.
There are 123 ground truth pixels in the airborne frame (of size 720 × 313) in Fig. 5. Table 3
lists the performance of the joint method when using different window size and decision metric,
which shows that λ1 ∪ λ2 with a 5 × 5 window provided the best performance for this video.
Figure 8 shows the ROC curves of different methods, where the joint method outperformed
others.
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Fig. 9 Speed-up performance.

5.2 Parallel Implementation
In our experiment, we took the very recent GeForce GTX 480 with 480 cores and 1.5 GB
memory. The CPU is Intel core i7-860 2.80 GHz and 4 Gb memory. Only the low-complexity
algorithms in Sec. 3 were implemented.
Table 4 shows the PCA processing time for different window size. In the serial version, the
running time was increased when the window size was larger; in the parallel version, it was not
changed much. As for the running time for optical flow computation: CPU along required
26.5 ms, with GPU the time was reduced to 12.8 ms. The speedup performance is shown in
Fig. 9, which was improved with a spatial larger window.

6 Conclusion
In this paper, we further study a joint optical flow and PCA approach for motion detection. We
focus on the HS method for optical flow computation since it can provide a 100% optical flow
field. Instead of considering the original optical flow, the two eigenvalues of the covariance
matrix of local optical flows are analyzed. Because the first eigenvalue represents the major
motion component and the second eigenvalue represents the minor motion component, they
are more useful to detect true motions while more successfully suppressing false alarms.
This joint method is also effective in extracting the actual size of a moving object in conjunction
with difference image-based corner detection.
Both optical flow and PCA are computationally expensive, in particular, when 2-D spatial
filtering is involved in the original algorithm. We develop low-complexity versions based on
separate 1-D filtering. The two eigenvalues can be determined by directly solving a quadratic
function instead of using SVD. The running time is dramatically decreased. The savings are
more significant for larger sliding windows.
The GPU-based parallel implementation of low-complexity versions of optical flow and PCA
are designed. With the workload being balanced between GPU and CPU, the parallel implementation shows high scalability on our test machine (i.e., NVIDIA’s GTX480). The speedup
performance is remarkable for larger sliding windows.
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